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ABSTRACT

In magnetic resonance imaging (MRI), three unobservable physical quantities are combined at the pixel level to
produce the image. Control parameters can be pre-set to highlight contrasts between different tissue types but
the optimal values may be problem- and patient-specific and not known in advance. The aim in synthetic MRI is
to estimate the underlying physical quantities from three images, taken at conventional settings, and to use these
to synthesize images for arbitrary control parameters. Standard least squares methods are inadequate for this ill-
conditioned inverse problem. The paper describes several forms of Bayesian reconstruction and suggests that these
provide satisfactory alternatives.
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1. INTRODUCTION

Magnetic resonance imaging (MRI)!~3 is a radiologic tool with the ability to visualize images of tissue structure. It
is non-invasive, requires neither ionizing radiation nor radioactively-labeled dyes, and has no known harmful side-
effects. It also allows the user to choose from a wide range of contrasts, highlighting and identifying different tissue
types and pathologies. The basis for this capability is that the relevant magnetic and chemical properties of any
tissue can be adequately represented by three physical quantities: the “proton density” p, the “spin-lattice relaxation
time” T1, and the “spin-spin relaxation” time T2. These cannot be measured directly but together they determine
the intensities in the acquired image, according to the particular MR imaging technique. For example, in spin-echo
imaging, with which this paper is concerned, the relationship between the three physical quantities and the observed
image intensity in the ith image pixel is a degraded version of the forward Bloch transform,?
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where T'E, the “echo time”, and TR, the “repetition time”, are user-specified design parameters. The ¢;’s represent
the degradation in the recorded observations and can be modeled by a Gaussian white-noise process.* The design
parameters (T'E,TR) serve as controls, so that, in principle, the radiologist can select from a range of values to
optimize the contrasts between different tissue types, as an aid to soft tissue classification. However, the optimal
parameters for any particular image are patient- and application-specific and generally are not known in advance.
Systematic exploration of (T'E, T R)-pairs is impractical because of constraints in time and expense and problems in
image registration. In addition, technology may limit the availability of certain image contrasts in some protocols,
such as the gradient-echo technique. This has led to the development of synthetic magnetic resonance imaging,’® in
which a set of images corresponding to different design parameters is acquired and used to estimate the underlying
physical quantities, p, T1 and T2. These can then be inserted into the forward Bloch transform with the appropriate
design parameter values to generate any particular desired image. In principle, this methodology can be used to
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obtain time-consuming images from those with shorter acquisition times® or to improve the characterization of tissue
pathologies.” Although modern magnetic resonance imaging equipment now routinely incorporate such software, the
intended gains have remained elusive because most programs use classical statistical methods such as least squares
or maximum likelihood to estimate the physical truths. Unfortunately, these estimates are unsatisfactory because of
ill-conditioning. As a result, synthetic MRI is not used in practice and radiologists merely observe images from two
or three pre-specified pairs of design parameters.

The ill-conditioning of classical methods arises in the inversion of the Bloch transform from a restricted number of
observed images, which yields estimates of p, T1 and T2 that are highly unstable. Glad and Sebastiani'® propose a
Bayesian solution to this problem, by invoking a Markov random field (MRF) prior distribution to represent the three
underlying physical images. The prior is then combined with the Gaussian likelihood function of the observations
to produce a posterior distribution, from which the posterior means of p, T1 and T2 can be extracted and used in
the forward Bloch transform to obtain synthetic images at arbitrary parameter settings. In this paper, we further
develop the ideas in Ref. 10 and investigate fully Bayesian and empirical Bayesian approaches to hyperparameter
estimation. We also make some comparisons with Iterated Conditional Modes (ICM).!! Our investigations suggest
that the Bayesian approaches perform similarly and that all provide a distinct improvement over classical estimation.
The dominance is accentuated at higher levels of degradation.

The remainder of the paper is organized as follows. Section 2 briefly reviews the approach to synthetic MRI
adopted in Ref. 10 and provides details of the methods considered in our work. Sections 3 and 4, respectively, outline
the experiments we performed and the results we obtained in evaluating the various approaches. Finally, Section 5
summarises our conclusions and discusses the scope and pointers for future work.

2. THEORY AND METHODS
2.1. Prior Distribution
As their prior distribution for x = (p, T1,T2), Glad and Sebastiani'® specify
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where the summation is over directly and diagonally adjacent pairs of pixels. This is an example of a pairwise-
difference Markov random field (MRF).11"13 More specifically, it is a multi-layer extension of the Geman-McClure
prior,*!® in which each variable in the interior of the pixel array has eight neighbors in the same layer and nine in
each of the other two. The intention of (2) is that it should promote slowly varying surfaces, for which the squared
terms remain small, but should not blur over genuine jumps in intensity caused by a change of tissue type. As regards
the latter goal, note that, in comparison to a Gaussian prior, (2) does not penalize jumps drastically, nor does it add
severe penalties from differences in the other two layers once a large difference between two adjacent pixels occurs
in any single layer.

The §’s in (2) can be regarded as tuning constants, whose relative values reduce pixel differences within layers
to a common scale. Experiments in Glad and Sebastiani'® suggest that reconstruction is fairly robust to the exact
choice of the §’s, which concurs with the single-layer results in Geman and McClure.'* Thus, we follow both these
papers in treating the d’s as fixed constants, estimated off-line. However, reconstruction is more sensitive to the value
of 3, which represents the strength of interaction, and, in this paper, we treat 8 as an additional parameter, so that
the left-hand side of (2) should be rewritten 7(x | §). As we shall see, this creates some additional complications. Of
course, one might consider alternatives to (2) but we shall retain it here for comparability with Glad and Sebastiani.'®

2.2. Estimation of the Layers

The prior for x is combined with the Gaussian likelihood function for the observed images y to form the posterior
distribution of the layers p, T1 and T2. Because of the complexity in the prior and hence the posterior, it is not
possible to use conventional analytical or numerical methods to obtain Bayesian estimates of the layers and, therefore,
we follow Glad and Sebastiani'® in adopting a Markov chain Monte Carlo (MCMC) solution. Thus, our strategy is
to generate a weakly dependent sample from a Markov chain whose limit distribution is the required posterior and
then to use the ergodic theorem to estimate corresponding functionals such as the posterior mean.



Our precise procedure depends on the manner in which we treat the parameter 5. Below, we discuss three
different methods. The first and second are fully Bayes and empirical Bayes, respectively, each of which is hampered
by the appearance of a corresponding normalizing constant in the posterior. Fortunately, we can exploit the fact that
the prior for x is a one-parameter exponential family in 3 to obtain numerical estimates of the first two derivatives
of the normalizing constant and then employ curve-fitting techniques to estimate the constant as a function of 3.
The third method we consider is iterated conditional modes (ICM).!!

2.2.1. Fully Bayesian Reconstruction

Fully Bayesian estimation obviates the need for a single point estimate for 3 by specifying a corresponding hyperprior,
which here we take to be effectively uniform. Then the joint posterior density of both x and g is

m(x, 8 |y) < L(y | x)m(x | 8) = L(y | x)h(x; 8)/c(B), 3)

where h(x; 3) is the right-hand side expression in (2) and ¢(8) is the corresponding normalizing constant, which is
unknown and hence the source of the additional complication in the MCMC procedure.

However, note that
h(x; B) = exp{BU(x)}, (4)
where U(x) is the sum on the right-hand side of (2) and does not depend on 8. Hence, the prior n(x | §) is a
one-parameter exponential family of distributions and standard statistical theory implies that the first and second
derivatives of 1(3) = log ¢(8) are equal to the expectation and variance of U(x), respectively; that is,

E[U(x|B8)]=4'(8), var[U(x | 8] = ¢"(8) -

These results can be exploited to develop an MCMC scheme for calculating ¢(8) off-line as a function of 3. The
approach is analogous to that adopted in Geman and McClure!'*'® but note the advantage here that the data y do
not enter into the calculations. We comment further below.

2.2.2. Empirical Bayes Reconstruction

Empirical Bayes methods employ a single point estimate 8* of 3, obtained from the data but without recourse to a
hyperprior. Specifically, 5* is chosen to maximize the marginal density of the data y, given 3, which can be written
as

p(y | 8) = Ly | ¥)n(x | B)/m(x | ¥, 8) = k(B;y)/c(B) ,

where
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is a normalizing constant in the posterior distribution of x, given y and 3, and can therefore also be evaluated
via MCMC, as in Geman and McClure.!15 This facilitates the maximization of p(y | 8) to obtain $*. Finally,
reconstruction of the layers is carried out by running an MCMC simulation for 7(x | y, 8*). However, it is evident that
the empirical Bayes approach is extremely demanding in the present context, because the simulations for calculating
B* need to be redone for each new dataset y.

2.2. . terated onditional odes

ICM!! is a simple deterministic algorithm that may also be employed to reconstruct the layers p, T1 and T2 in
MRI. For any given 3, the method terminates at a local maximum of 7(x | y,3) in the vicinity of the initial x,
which is usually taken to be the maximum likelihood estimate. It is therefore best suited to applications in which
the signal-to-noise ratio is fairly high. There are several methods of dealing with an unknown f3; see Besag.!!

2. . A anta es of Samm in from the Posterior

It should be noted that, even when the reconstructions perform well, ICM has the severe disadvantage of producing
merely single-shot results. The clear advantage in producing weakly dependent samples from the posterior distribu-
tion is that they can be used to examine fairly arbitrary functionals of the posterior distributions. For example, it
is possible to calculate pointwise credible intervals and, more demandingly, simultaneous credible regions,'®> as we
show by example in Section 4. erhaps of more interest in the present context, one can use the samples in making
rigorous predictions about observed images that would have been obtained at other settings of the design parameters
TE and TR, despite the non-linearity in the forward Bloch transform in (1). Of course, this rigor is dependent on
the correctness of the entire model specification and will be the subject of future research.



2000

1800

r
o

(a) (b) (c)

o e
o ol

Fi ure 1. Ground truth images from Glad and Sebastiani'®: (a) proton density p, (b) spin-lattice relaxation time

T1, (c) the spin-spin relaxation time T2.
"
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Fi ure 2. The observed images for the spin-echo sequence with = 10: (a) proton-density-weighted image with
(TE,TR) = (0.025, 200), (b) T1-weighted image with (TE, TR) = (0.02, 0.4 ), (c) T2-weighted image with (TE,
TR) = (0.1, 2.1).

. E PERIMENTS

In this section, we describe some simulation experiments, designed to make comparisons between fully Bayes, empir-
ical Bayes, iterated conditional modes and ordinary least squares methods of reconstruction. The experiments were
based on the p, T1 and T2 images obtained from real MRI data by Glad and Sebastiani.!® These images, shown
in Figure 1, were taken as the “ground truth” for the experiments and were used to create three different datasets
via equation (1). Each dataset consisted of three “observed” images, with (T E, TR) set to (0.025, 200), (0.02, 0.4 )
and (0.1, 2.1) seconds. These settings correspond to proton-density-weighting, T1-weighting and T2-weighting,
respectively. In the first experiment, we took = 10, conforming to the experimental evaluations in Ref. 10 and
generally considered as appropriate in modeling the degradation in spin-echo MRI sequences. The observed images,
highlighting different tissue types, are shown in Figure 2. The goal is to use these to reconstruct the ground truths
in Figure 1 as faithfully as possible.
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Fi ure . east-squares reconstruction of (a) p, (b) T1 and (c) T2 layers, obtained from Figure 2.

.1. Bayesian Re onstru tions

The preliminary stage of fully Bayesian reconstruction is the evaluation of the normalizing constant ¢(8) in (3), as
a function of 8. We followed the prescription outlined in Section 2.2.1, based on MCMC simulations of the prior (2)
for each 8 {0.2,0.4,..., .0}. This enabled ¢(8) to be approximated throughout its range of interest.

We then obtained MCMC samples from the joint posterior distribution of p, T1, T2 and 3 in (3), using the data
y in Figure 2. Specifically, we took 1000 samples from a single run at spacings of 25 cycles, with a burn-in of 10000
cycles. These samples were used to estimate functionals of the p, T1 and T2 layers, as in Ref. 13.

The details of empirical Bayes reconstruction are analogous to those above but with the complication that an
additional set of preliminary runs was required to approximate k(3;y), as a function of 8. This enabled the point
estimate 8* to be determined, at which simulation of the posterior of x, given y, was carried out to produce the
required estimates of p, T1 and T2.

ICM reconstruction was initiated by maximum likelihood estimation, which, in the present context, coincides
with the method of least squares. The value of 3 was increased gradually over successive iterations.

.2. A itiona E eriments

The two additional experiments compared the fully Bayesian approach with ordinary least squares for lower signal-
to-noise ratios. Specifically, we chose = 20and = 30, respectively, in forming the data via (1). The idea here was
to obtain some insight into the performance that might be expected from shorter acquisition times or from faster
imaging techniques, such as gra ient-echo or ast-spin echo sequences, where the observed images are less satisfactory.

ote that large acquisition times can cause problems in practice, especially in imaging organs that move, such as the
heart. Also, some images cannot be obtained using the faster methods, in which case synthetic MRI may provide a
suitable alternative. Of course, the equations for fast imaging techniques differ substantially from (1), so our results
are not of immediate relevance.

. RESULTS
.1. Basi E eriment

We first consider the results of the basic simulation experiment in Section 3, with = 10. Gray-scale images for
the least-squares and Bayesian reconstructions of the underlying proton density p, spin-lattice relaxation time T1
and spin-spin relaxation time T2 are shown in Figures 3 and 4, respectively. These should be compared with the
ground truth in Figure 1. The least-squares results are noisy and practically unusable for generating synthetic
images, whereas the fully Bayes, empirical Bayes and ICM reconstructions in Figure 4 are all in close agreement
with Figure 1. The three estimates of 3 also agree well: fully Bayes 3.20, empirical Bayes 3.00 and ICM 2. 5.
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Fi ure . Bayesian reconstructions of p, T1 and T2 layers, obtained from Figure 2: fully Bayes in (a), (b) and (c);
empirical Bayes in (d), (e) and (f); ICM in (g), (h) and (i).
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Fi ure . Cross-section, through row 15 and columns 31-54, of the (a) p, (b) T1 and (c) T2-spaces. oint estimates
are identified by the plotting symbols:  fully Bayes, empirical Bayes, ICM, least squares. otted and broken
lines identify cross-sections of 5 simultaneous credible surfaces obtained over a 15 24 region, for fully Bayes and
empirical Bayes reconstructions, respectively.

As a quantitative summary of performance, we computed standardized root mean squared errors (RMSE’s)
for each method, in the separate layers and as an overall average. For example, in the proton density layer, the
standardized RMSE is defined as,

(5)

(3

RMSE(p) = D (s = p)?/ D _(pi = p)?,

where p; is the estimate in pixel ¢ and p is the average of the true p;’s. The quotient in (5) provides standardization
between the three different layers. The results are reported in Table 1. Again, it is evident that the Bayesian methods
perform similarly and are superior to least squares. An interesting feature in all the reconstructions is the fact that

Ta le 1. Standardized RMSE’s in the reconstructed images.

et od p—space | T1 space | T2 space erall
east uares 013 0.125 0.102 0.13
Fully Bayesian 0.10 0.0 2 0.0 2 0.0
Empirical Bayes 0.10 0.0 2 0.0 2 0.0
0.113 0.0 0.0 5 0.0 2

performance in the p space seems relatively the poorest. This might lead one to consider modifications in the prior
distribution (2).

We also computed 5 simultaneous credible surfaces for each of the layers in an upper-middle 15 24 region
of the images, using both the fully Bayes and empirical Bayes reconstructions. A cross-section through the 15th
row is shown in Figure 5. The surfaces are very similar, suggesting little difference between the respective posterior
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Fi ure . Reconstructions of p, T1 and T2 layers, obtained when = 20: least squares in (a), (b) and (c); fully
Bayes in (d), (e) and (f).

distributions. On the whole, one might expect the fully Bayesian inferences to be a little more diffuse because the
reconstruction allows variability in 3.

.2. Su ementary E eriments

Figure shows least-squares and fully Bayesian reconstructions obtained when doubling the standard deviation of
the noise to = 20. Clearly, the least-squares results are extremely unsatisfactory but the fully Bayesian estimates
retain the main features of Figure 1. The superiority of the Bayesian approach is quantified by the standardized
RMSE’s in Table 2. These effects are accentuated when the standard deviation is increased to = 30. Thus, fully
Bayesian reconstructions can retain fidelity, even when the signal-to-noise ratio is rather low, and this augers well
for their use in fast MRI sequences.

. CONCLUSIONS AND URTHER OR

The main contribution of this paper is the development and evaluation of different Bayesian approaches to synthetic
MRI. Simulation experiments based on real data suggest a much-enhanced performance relative to standard least-
squares estimation. This superiority is accentuated at higher levels of noise and this bodes well for applications
involving faster but noisier MRI methods.



Ta le 2. Standardized RMSE’s in the reconstructed images.

oise et od p—space | T1 space | T2 space erall

=2 east uares 0.3 0.2 2 0.1 0.2 2
Fully Bayesian 0.20 0.10 0.134 0.114

= east uares 051 0.400 0.310 0.424
Fully Bayesian 0.2 4 0.252 0.1 0.235

Among the issues that require further investigation, we mention here the relationship between the layers in
defining the corresponding prior. Thus, equation (2) regards the scaled differences between the neighbor pairs in
each layer in the same manner but this conflicts somewhat with the results in Tables 1 and 2, for which the errors are
always highest in the p-space and lowest in the T2-space. Experiments suggest that this problem cannot be solved
entirely by changes in the ¢’s and that an alternative form of transformation might be beneficial.

Finally, rigorous assessment of the Bayesian approach to synthetic MRI would benefit from a more extensive
catalog of observed images of a single object. One could then employ a small subset of these images to predict others
in the catalog with different TE and TR settings. We intend to follow this path in future work.
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