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1 Background

Definition 1 (Max Clique Problem) Given a graph G with vertex set V,
and edge set E, find the largest subset of vertexes that have no non-edge.

Similarly, the problem can be defined as finding the largest subset of vertexes
in the complement graph that have no edge. This is referred to as the Maximum
Independent Set problem or the Maximum Stable Set problem.

The Max Clique problem is NP-Complete, so a polynomial time solution
exists only if P = NP . However, we would like to implement a scalable code
for existing serial algorithms that would allow us to efficiently use the resources
of a parallel computer.

There are many motivations for finding Maximum Cliques in dense graphs
with 100-10000 vertexes. A common application is finding optimal codes. One
such problem in this class is finding maximum size DNA edit distance codes. A
DNA edit distance code on n letters and distance k, EDC(n, k), is the maximum
number of strings of length n over the four letter alphabet {A,C, T, G} such that
a minimum of k letter transpositions, deletions, insertions, and flips is required
to transform one string in the code to another string in the code. One use for
DNA edit distances codes is in the tagging of genes during an experiment to
track genetic drift [?].

The DNA edit distance code problem can be turned into a MAX CLIQUE
problem by taking all strings of length n over {A, T, C, G} as vertexes, and
connecting two vertexes if they have edit distance at least k. Thus, the maximum
size edit distance code is the Maximum Clique of this graph.

2 Current Algorithms

Many algorithms in the literature for solving the MAX CLIQUE problem rely
on a form of depth first search referred to as: “Branch and bound” or “back-
tracking”. Here is the template as described in [?].
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function clique(U,size)

1: If |U|=0 then
2: If size> max then
3: max:= size
4: New record; save it.
5: endif
6: return
7: endif
8: while U != NULL do
9: if size +|U| <= max then

10: return
11: endif
12: i:= min(j| Vj in U)
13: U:=U whithout Vi
14: clique(U intersect N(Vi), size+1)
15: end while
16: return

function template
17: max:=0
18: clique(V,0)
19: return

The branching is line 14, and the bounding is lines 9 and 10. The bounding
has been implemented many ways in the literature. The naive way is to to take
the size of the set under consideration to be our maximum clique, and throw it
out if it is not larger than a clique we have already found. Another technique is
to greedily color the subgraph under consideration. If the chromatic number is
not larger than the largest clique we have have found then we can stop searching
this subgraph.

A third way to implement the bounding is to use the Lovasz theta function.
This is a polynomial time algorithm that yields a number that is strictly between
the maximum clique and the chromatic number of a graph. A free code is
available from Brian Borchers to compute the Lovasz theta function.[?]

A fourth bounding routine is the one used by the CLIQUER algorithm de-
veloped by Sampo Niskanen and Patric Ostergard:
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0: function CLIQER_SUB_SERIAL(U,size)
1: If |U|= 0 then
2: If size > max then
3: max:=size
4: New redord; save it
5: found:= true
6: endif
7: return
8: endif
9: while U != 0 do

10: if size + |U| <=max then
11: return
12: endif
13: i:=min(j|Vj in U)
14: if size +c[i] <= max then
15: return
16: endif
17: U:=U without Vi
18: CLIQUER_SUB(U intersect N(Vi),size+1)
19: if found == true then
20: return
21: endif
22: endwhile
23: return
24:
25: function CLIQUER_SERIAL
26: max:=0
27 for i:=n downto 1 do
28: found:= false
29: CLIQUER_SUB_SERIAL(Vi...Vn intersect N(Vi),1)
30: c[i]:= max
31: endfor
32: return

The new bounding introduced in CLIQUER is found on line 14. The al-
gorithm precomputes the size of the maximum cliques for lexicographically in-
creasing subgraphs, then uses them to bound at later places in the code.

3 Background on random graphs

Before we delve into our parallel algorithms, lets take a quick look at properties
of random graphs. Equivalent definitions of random graphs are graphs that have
edge probability 1

2 , and graphs whoose description length must be almost
(
n
2

)
.

Here are some two quick back of the napkin compression proofs about random
graphs.
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3.1 Chromatic Number

First we will prove that the chromatic number of a random graph is around
n

2lg(n)+1 .
Incompressibility Argument:
A graph with chromatic number χ(G) can be represented in the following man-
ner:

It takes χ(G) + n
χ(G) ∗ lg(n) to describe the color classes. Since verticies within

the same color class have no edges between them we don’t have to describe these
edge relationships. Thus, only

(
n
2

)
− χ(G) ∗

( n
χ(G)

2

)
is required to list the edges

between color classes. Thus, for random graphs:

χ(G) +
n

χ(G)
∗ lg(n) +

(
n

2

)
− χ(G) ∗

( n
χ(G)

2

)
≈

(
n

2

)

nlg(n)− χ(G)
( n

χ(G)

2

)
≈ 0

nlgn ≈ χ(G)
n

χ(G) (
n

χ(G) − 1)

2

2nlg(n) ≈ n2

χ(G)
− n

2lg(n) ≈ n

χ(G)
− 1

2lg(n) + 1 ≈ n

χ(G)

1
2lg(n) + 1

≈ χ(G)
n

n

2lg(n) + 1
≈ χ(G)

QED
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3.2 The Maximum Clique and Maximum Independent(Stable)
Set of Random Graphs

Since the maximum clique, ω(G), is the same as the independence, or stability,
number α(Ḡ) we expect these to be the same in a random graph. Given the
maximum clique in a graph we can represent it in the following way:

ω(G) ∗ lg(n) to describe verticies of the clique. For the rest of the edges we
need

(
n
2

)
−

(
ωG
2

)
. Thus an expected value of:

ω(G) ∗ lg(n) +
(

n

2

)
−

(
ωG

2

)
≈

(
n

2

)

ω(G) ∗ lg(n)−
(

ωG

2

)
≈ 0

ω(G) ∗ lg(n) ≈
(

ωG

2

)

ω(G) ∗ lg(n) ≈ ω(G ∗ (ω(G)− 1)
2

2ω(G) ∗ lg(n) ≈ ω(G)2 − ω(G)

2lg(n) ≈ ω(G)− 1

2lg(n) + 1 ≈ ω(G)

QED

4 Initial Parallel Implementation

To implement an efficient version of the cliquer algorithm a good place to start
would be line 27, the call to the branch and bound subroutine.

One way to do the branch and bound in parallel is the frontier method[?].
In the frontier method the root processor computes the branch and bound down
to a certain depth. At this depth the root node sends one subproblem to each of
the child processors. This method has a few pitfalls. First, all communication
is done with the root node, possibly creating a bottleneck. The request size
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for our problem isn’t that big (linear in the number of vertexes assuming every
processor has a local copy of the graph) so this might not be to bad.

The second problem is that we have to set a depth in our search tree for
spawning child problems. If the depth is set to high then some children might
get stuck with large computations, and everybody will end up waiting on them.
If the depth is set to low the communication cost will not make up for the gains
in load balencing.

A second issue is whether or not the root node does any work. For small
numbers of processors the extra help could make a differnece. For large numbers
of processors having the root processor focused only on computation might be
more favorable.

For our implementation we will make the following changes to the code for
root:

0: function CLIQER_SUB_SERIAL(U,size)
-------------
0a: function CLIQER_SUB_PARA(U,size)
0b: check any messages from children
0c: if(found==true)
0d: return
0e: If |U|= 0 then

18: CLIQUER_SUB(U intersect N(Vi),size+1)
--------------
18a: if(free child processors)
18b: if(|U intersect N(Vi)| < UPPER_SPAWN_BOUND)
18c: found:= false
18d: send( CLIQUER_SUB_SERIAL(U intersect N(Vi),size+1), free child)
18e: else
18f: if(|U intersect N(Vi)| < LOWER_SPAWN_BOUND)
18g: CLIQUER_SUB_SERIAL(U intersect N(Vi),size+1)
18h: else
18i: CLIQUER_SUB_PARA(U intersect N(Vi),size+1)

5 The process of optimization

After implementing our parallel code we ran both our serial version, CLIQUER-
1.1[?], and our parallel codes on a random (edge probability 1

2 ) graph on 900
vertexes. All computations were done on a 2.8 GHz dual Pentium4-Xenon-MP
cluster. 2CPUs per node, 2GB memory per node, 43 nodes, with a myrinet
connection.

For an inital computation we set UPPER SPAWN BOUND=500 and LOWER SPAWN BOUND=20.

At first we were depressed with this result, then we remembered that the
serial code, CLIQUER-1.1, by default sorts the vertexes into independent vertex
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Table 1: Inital code
version processors runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 543.76 1.00 1.00
Inital MPI code 32 70.84 7.68 0.24

Table 2: The positve effect of coloring
version processors runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 543.76 1.00 1.00
initial MPI code 32 70.84 7.68 0.24
color MPI code 32 35.33 15.39 0.48

sets with a greedy coloring. We applied the same greedy coloring to our MPI
code and got a significant improvement:

That’s not bad. We turned a 9 minute problem into a 35 second prob-
lem, but we are still wasting half of our resources. We also have a good idea
where the waste was coming from. It turns out our improved code performed
2,946,320 communications. To get an idea of how SPAWN LOWER BOUND
effects runtime we ran it for different values.

Good. We are now up to 71 percent efficency. Our optimial lower bound
choice was exactly our number of slave processors. Is this a co-incidence? Here
are the resluts using 16 processors.

It would seem that the optimal S LOWER BOUND value was slightly lower,
but not by much.

Another algorithm is the MANAGER algorithm[?]. In the MANAGER al-
gorithm Root plays the role of manager, refuses to do any work, and instead
spends his time delegating communication.

It would seem that MANAGER+COLORING is the best implementation
we have found so far. Also, it seems that S UPPER BOUND should be set to
our number of vertices. To see the effect of having an idle root processor, here
are some timings using less processors.

Table 3: Lower bound settings with 32 processors
version processors S LOWER BOUND runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 NA 543.76 1.00 1.00
color MPI code 32 20 35.33 15.39 0.48
color MPI code 32 25 27.97 19.44 0.61
color MPI code 32 27 26.18 20.77 0.65
color MPI code 32 29 25.29 21.50 0.67
color MPI code 32 30 24.03 22.63 0.71
color MPI code 32 31 23.96 22.69 0.71
color MPI code 32 32 24.33 22.35 0.70
color MPI code 32 40 24.93 21.81 0.68
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Table 4: Lower bound settings for 16 processors
version processors S LOWER BOUND runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 NA 543.76 1.00 1.00
color MPI code 16 16 80.51 6.75 0.42
color MPI code 16 27 45.6 11.92 0.75
color MPI code 16 29 41.92 12.97 0.81
color MPI code 16 31 54.04 10.06 0.63

Table 5: MANAGER ALGORITHM
version processors S UPPER BOUND runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 NA 543.76 1 1
MANAGER MPI code 32 300 23.73
MANAGER MPI code 32 400 23.85
MANAGER MPI code 32 500 22.58
MANAGER MPI code 32 900 22.07

Table 6: MANAGER algorithm with coloring on less processors
version processors S UPPER BOUND runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 NA 543.76 1.00 1.00
MANAGER MPI code 2 900 411.84 1.32 0.66
MANAGER MPI code 3 900 193.41 2.81 0.94
MANAGER MPI code 4 900 128.78 4.22 1.07
MANAGER MPI code 8 900 62.30 8.72 1.09
MANAGER MPI code 16 900 34.69 15.67 0.98
MANAGER MPI code 32 900 22.07 24.64 0.77
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Table 7: SERIAL STARTUP
version processors SERIAL START runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 NA 543.76 1.00 1.00
MANAGER MPI 32 0 22.07 24.64 0.77

SERIAL START MPI 32 11 22.19 24.50 0.77
SERIAL START MPI 32 50 24.09 22.57 0.71
SERIAL START MPI 32 100 25.15 21.62 0.68

Table 8: Taking advantage of color information by skipping
version processors runtime(seconds) speedup efficency

serial CLIQUER-1.1 1 543.76 1.00 1.00
MANAGER MPI code 32 22.07 24.64 0.77
color skip MPI code 32 23.06 23.58 0.74

MANAGER MPI code 16 34.69 15.67 0.98
color skip MPI code 16 34.15 15.92 0.99

MANAGER MPI code 8 62.30 8.72 1.09
color skip MPI code 8 61.83 8.79 1.10

Not only does the MANAGER algorithm seem to work on well on 3-32
processors, it even got lucky and achived superlinear speedup with four or eight
processors.

Another optimization is to reduce the communication at startup with 32
processors. Here are the results of running the computation for SERIAL START
rounds on root, and then going into a parallel computation.

It would seem that our increase in buffer size has outweighed any gains.
Only a miniscule part of the computation is done on the first few vertexes, so
this optimization would not be of use unless we were using two processors.

Earlier we went to the trouble of coloring our graph to partition verticies.
Why not exploit more of this color information? As long as we find one vertex
in a color class that has a larger clique, we can copy this value to the remaining
members because they share no edges within the color class. It would seem that
the extra buffer size hurts the 32 processor run, but it’s bennifical for smaller
numbers of processors. Again, we we get lucky and obtain a better efficency of
110 percent on 8 cpus.

Another way in which we can exploit our greedy coloring partition is to get
tighter bounds. Instead of naively copying the largest subclique value forward,
we do each color class seperately. In this way we get a tighter bound on previous
cliques.

Excelent! We now have 90 percent efficency with all 32 processors. Lets see
how this translates for lower numbers of processors.
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Table 9: Taking advantage of color information to get tighter bounds, and
reducing communication in the process

version processors runtime(seconds) speedup efficency
serial CLIQUER-1.1 1 543.76 1.00 1.00

MANAGER MPI code 32 22.07 24.64 0.77
TIGHT MPI code 32 18.37 29.6 0.93

Table 10: Taking advantage of color information to get tighter bounds, and
reducing communication in the process

version processors runtime(seconds) speedup efficency
serial CLIQUER-1.1 1 543.76 1.0 1.00
TIGHT MPI code 32 18.37 29.6 0.93
TIGHT MPI code 16 37.01 14.69 0.92
TIGHT MPI code 8 74.15 7.33 0.92
TIGHT MPI code 4 197.51 2.75 0.69

6 Ideas for more improvement

An improvement not discussed here is the use of symmetry information[?]. Many
domains such as code searching involve highly symmetric graphs. Once the
orbits of these graphs have been computed the symmetry information might
eliminate repetition of identical subproblems.

Instead of coloring, one might order the verticies by orbit. A small MAX CLIQUE
computation could be done on each orbit, packing the orbit maximum clique
to the front of the partition. Once CLIQUER has finished with the maximum
orbit clique it could copy the values of the largest clique found for all other
members. The downside is that some orbits might have maximum cliques that
are non-isomorpic in the graph, and thus we would have to do even more com-
putation

A second improvement could be the addition of cleaning routines. For ex-
ample, all vertexes that have a degree at least two less than the size of the
maximum clique found can be eliminated from the search. Similarly given any
edge and inducing its two verticies and all their common neighbors, any set of
neighbors that hs insuficcent degree to form a maximum clique means the edge
can be eliminated.

A third improvement would be to increase cache locality and decrease stride
for large graphs. At what point does the cost of copying a subgraph to it’s own
data structure outweigh the loss of cache locality and stride in the whole graph?

A fourth improvement is to get even more exact bounds for cliques. Com-
puting all vertexes in a color class seperately helped, but we can do even better.
When going from one color class to the next we naively copy the largest value
to the next color class. Instead we should preform a full search for the first few
color classes. A penny saved is $100 earned when we will revisit this part of the
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computation millions of times.
A final idea is to use a parallel pseudorandom number generator to eliminate

all communication untill the end of a color class. We might take a sliqhtly lower
upper bound, and have every node compute a branch when ever their number
comes up.

7 Conclusion

We came up with a 90 percent efficent parallel implementation of the cliquer
algorithm for 32 processors on random graphs of 900 vertexes. To recap, the
usefull optimizations were partitioning vertexes by greedy coloring, using the
root processor to focus on communication, and only syncing results at the end
of every color class.

One usefull application of our parallell MAX CLIQUE code would be include
it in a library of parallel NP-complete codes. With tools like NP-SPEC[?] for
translating NP-complete problems into SAT, and a translator from SAT to other
popular problems like MAX CLIQUE, researchers could try out their problems
in different formulations to see what encoding has the fastest solution.

Another application along those lines is to embed our program into parallel
graph coloring routines. Graph coloring is usefull in application such as numer-
ical linear algebra codes for partitioning sparse matrices so that independant
computation can be performed on them. After finding the MAX CLIQUE of
the graph the vertexes of this largest clique could be given a fixed rainbow
coloring, hopefully chopping out a large part of the search space.
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